
B U I LT BY T H E  Q U I E T S C R I B E F R E E  S TA R T E R  K I T

Cut short, captioned clips out of your recorded calls.
A small starter kit that runs on your own laptop. You choose the moments by reading the transcript, and the
captions follow the spoken words.

Four steps

starts from: my-call.mp4 ends with: clip.mp4

Why the captions stay in sync
They come from the transcript. Each word carries its own start and end time, so a
caption lights up when its word is spoken.
Cuts move off words. A cut point inside a word moves just outside it, and the tool
tells you which.

Joins have their own rules. A word belongs to the piece holding its midpoint;
every join starts a new caption line.

YO U  A S K  FO R  T H I S  C U T

so the numbers were off

lands mid-word: clipped syllable

YO U  G E T T H I S  C U T

so the numbers were off

snapped to the gap before the word

Try it
# once, after unzipping the kit
cd call-clip-starter
pip install -r requirements.txt
(cd remotion && npm install)

# every clip
python3 transcribe.py my-call.mp4
python3 cut.py plan.json
cd remotion && npm run render

Needs Python 3.9+, Node 18+ and ffmpeg. Tested on
macOS only so far.

Whisper can mishear names and jargon, so read the captions before you post anything. Not a full editor: no dead-air cutting, no speaker
crop, no telling speakers apart. A wide screen recording sits small in the vertical frame, so on-screen text can be hard to read. If other people
are on the recording, get their yes before you post a clip.

This starter was built by The Quiet Scribe team. For help installing it or learning it, contact

The Quiet Ai, the mind behind The Quiet Scribe.
thequietai.com

Built by The Quiet Scribe. Our code is MIT licensed. Remotion, which draws the captions, has its own licence: free for individuals and teams of up to 3 people, and a
company of 4 or more needs a Company License. You are responsible for checking that you qualify, and Remotion may change its terms. remotion.dev/docs/license ·
remotion.pro/license

1 Transcribe

transcribe.py

WHAT
Whisper runs on your
computer and writes every
word with its start and end
time, plus a readable
transcript.
WHY
Cuts and captions both need
to know where each word
sits.
LIMIT
Mishears names and jargon.
For an hour or more, trim
first.

2 Pick

plan.json

WHAT
You read the transcript,
choose start and end times,
and list them as chunks.
WHY
Choosing is a human job. The
tool does not guess what is
interesting.
LIMIT
No dead-air removal inside a
chunk.

3 Cut

cut.py

WHAT
Moves a cut point that lands
inside a word to just outside
it, says so, joins the chunks
and re-times the captions.
WHY
Cutting by timecode is how
clipped syllables happen.
LIMIT
Only snaps to words Whisper
heard. Re-encodes each
chunk.

4 Render

npm run render

WHAT
Remotion draws the recording in
a 1080×1920 vertical frame with
the caption under it. The spoken
word is highlighted.
WHY
The look is ordinary code you can
edit.
LIMIT
Remotion has its own licence
(below).


